1. INTRODUCTION

Automatic speech recognition (ASR) has been a subject of active research in the last
few decades. As a result of this research, ASR systems are being applied to such diverse
applications as cellular telephone dialing, database inquiry and dictation. However, the
performance of present ASR systems degrades significantly when noise is present at the
microphone, which is often characteristic of real life situations.

In general, there are three main approaches to speech recognition in noisy
environments. The first is to train the recognizer in an environment similar to that of
testing. The second is to make existing speech recognition systems, which have proved
to perform successfully in a laboratory environment, immune to noise. The third is to
design speech recognition systems which are inherently robust to input interference. The
first approach has the obvious disadvantage that it requires training in an environment
similar to that of the test, which is often impractical in real life situations. The second
approach is accomplished by taking into account the noise presence in estimating the
feature vector. The third approach is far less understood and will probably require using
different feature vector and/or distortion measure than those commonly used. Auditorymodel based speech recognition systems attempted to follow the third approach.
However, as explained later in this thesis, the lack of understanding of how the human
brain processes the neural signals makes it very difficult to truly follow the third
approach. Instead, insights can be obtained by examining the peripheral auditory system.
These insights, in turn then may help in designing a method of feature extraction that
attempts to imitate some of the features of auditory system.

The work presented in this thesis attempts to follow the third approach, but perhaps
really belongs to the second category of the approaches. Here, the goal is to find an
intrinsically more robust feature vector representing speech. However, no attempts were
made to invent a completely new paradigm. Instead, short-time spectral analysis is still
the basis, and attempts were made to improve the spectral analysis such that it is more
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robust to noise. This work started with an implementation of a periphery auditory model.
Inspired by auditory modeling and auditory scene analysis, novel methods of spectral
analysis of speech are proposed. Through simple recognition experiments, the proposed
methods are shown to be robust to several types of additive noise. In particular,
compared to common approaches such as LPCC (linear prediction cepstral coefficients)
and MFCC (mel-frequency cepstral coefficients), the second proposed method produces
significantly lower recognition error rates. In essence, the method examines the speech
signal in both time and frequency domain, and weight the time frames and frequency
bands according to the amount of speech information available in them. This method is
based on the simple observation that additive noise affects the time frames differently and
the frequency bands differently. So the time frames and the frequency bands with
relatively high signal-to-noise ratios (SNR) should be emphasized in computing the
feature vectors. The method estimates the contribution of each band and each frame
using information related to the fundamental frequency. It works as follows. The speech
signal passes through a parallel band-pass filter bank, characteristic of the frequency
selectivity properties of the human cochlea. Then an autocorrelation function (ACF) is
computed for each of the band-passed signals. A total autocorrelation function is
computed by first aligning the individual ACFs in time, and then sum the individual
ACFs across all channels. Prior to the summation, each individual ACF is weighted by
the channel’s Voice Index (VI). Then, treating the summed ACF as the regular
autocorrelation function, a LPC-like spectrum is computed through Durbin’s recursion.
Finally, the time frames are weighted by the Frame Indices (FI), which are also derived
from the summed autocorrelation function.
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2. BACKGROUND

2.1 Brief Overview of ASR

Today’s ASR, at the most elementary level, comprises two parts: (1) front-end signal
processing on the speech signal to extract useful feature vectors, (2) pattern-recognition
on the feature vectors to determine what was said.

2.2 Feature Extraction for ASR

2.2.1 Basics of Feature Extraction

The goal of feature extraction is to represent any speech signal by a finite number of
measures (or features) of the signal. This is because the entirety of the information in the
acoustic signal is too much to process, and not all of the information is relevant for
specific tasks. In present ASR systems, the approach of feature extraction has generally
been to find a representation that is relatively stable for different examples of the same
speech sound, despite differences in the speaker or environmental characteristics, while
keeping the part that represents the message in the speech signal relatively intact.
Common to most methods, the representation is computed roughly once every 10ms over
a window of 20 or 30ms. A speech signal is fairly stationary within this window frame.
Also common to most approaches, a feature extraction method is based on some sort of
spectral analysis.

In devising a feature extraction method and the subsequent distortion measure, one has
to consider not only the mathematical issues, but also perceptual considerations. One can
argue that speech is designed for human hearing mechanism. Thus, the proper feature
vectors and their distortion measure should reflect the properties of human’s perception
of speech. For example, high-pass filtering does not distort the accurate perception of
speech, so the extracted feature vector for the high-passed speech signal should have a
small distance to the feature vector of the original signal. On the other hand, significant
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differences in formant locations do change the perception of the speech, so in this case,
the distance between the feature vectors should be large. Sensitivity to individual
psycho-acoustic properties can be quantitatively measured. However, it is technically
difficult to find a way to combine the psycho-acoustic quantities in a consistent and
meaningful manner. It is therefore more practical to approach the problem from
mathematical signal-processing considerations than from the perceptual point of view,
with the anticipation that the resulting distortion measure be somewhat consistent with
subjective judgments of phonetic relevance (distance).

Filter banks, linear prediction (LPC) and cepstral vectors have been the main
techniques used to extract feature vectors. Each feature vector is a representation of the
spectrum of speech signal in each window frame. More recently, the majority of the
systems have converged to the use of a cepstral vector derived from a filter bank that has
been designed according to some model of the auditory system. MFCC and PLP
(perceptual LPC) are two of the most commonly used methods today, while LPCC is a
simpler method.

2.2.2

Two Common Feature Extraction Methods

Block diagrams of LPCC and MFCC are shown below in Figure 1. Here LPCC is
described using a non-standard algorithm in order to simplify later descriptions of novel
techniques.
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Here, details of MFCC are examined piece by piece. First, pre-emphasis is typically
done by filtering the speech signal through a simple FIR filter, such as the one described
by Eqn. (1).
H ( z ) = 1 − 0.9375 ⋅ z −1 .

(1)

The goal is to spectrally flatten the signal and to make it less susceptible to finite
precision effects later in the signal processing. After pre-emphasis, the speech signal is
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framed into blocks of approximately 30ms in length and usually the Hamming window is
applied to the framed signals. The framing and windowing step is not shown in the block
diagram. Fourier transform is then applied to each framed and windowed signal, to
obtain a short-time spectrum. Power spectral density (PSD) is computed from the square
of the magnitude of the spectrum. Then after applying the log function to the PSD,
critical-band integration and re-sampling are applied, producing a mel-freq. PSD S (w) .
Typically, a triangular shaped mel-scale filter bank is used [3] [9]. The center
frequencies (CF) of the bandpass filters are roughly evenly distributed for CFs below 1
kHz, and approximately evenly distributed on a log frequency scale for CFs above 1 kHz.
The bandwidth increases for filters with increasing CFs. The net effect of this step is to
smooth the spectrum in such a way that it is closer to human’s perception of spectrum.
The next step is compressing the spectral amplitudes, and it is achieved by applying the
log function. The purpose is to approximate the power-law relationship between
intensity and loudness of human hearing. The final step is to take the inverse DFT of the
smoothed and altered log power spectrum. The result is a vector of cepstral coefficients,
which is the feature vector of the speech frame. The cepstral coefficients, c n are defined
as follows:
cn =

∞

∫ (log S (w)) ⋅ e

jwn

dw , where S (w) is a power spectrum.

(2)

−∞

LPCC computes a LPC spectral envelope first, before converting into cepstral
coefficients. Linear predictive coefficients are very commonly used in speech
recognition, as well as in speech coding and synthesis. LPC is implemented as an allpole autoregressive model of the spectrum that captures the vocal-tract properties of
vowel-like sounds.

The first three steps of LPCC are the same as MFCC, as shown in Figure 1. However,
instead of modeling the properties of human hearing (with critical-band integration and
compressing the spectral amplitudes in MFCC), LPCC takes the simpler approach of only
smoothing the spectrum by an autoregressive filter (LPC). In the fourth step, IDFT is
applied to the PSD to obtain the autocorrelation function. Then Durbin recursion solves
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for the autoregressive filter’s coefficients or LPC coefficients from the autocorrelation
coefficients. Finally, the cepstral coefficients are solved from the LPC coefficients in a
recursive manner [5].

2.3

2.3.1

Robust Speech Recognition

Overview

At the date of this writing, a commercial large-vocabulary continuous speech
recognizer can already reach a performance level of 95% word accuracy for the clean
voice of a single person recorded via a close-talking, head-mounted microphone.
However, in many real world applications, variabilities in speech severely degrade the
performance of ASRs. Variabilities include variabilities between speakers, ambient
noise, and filtering introduced by the microphone. The recognition algorithms for clean
speech usually perform very unsatisfactorily for noisy speech. Even for a moderately
noisy environment and a small vocabulary task, additional techniques are required to
reach an acceptable recognition rate. The issue of robustness in ASR has mainly been
translated into technical approaches to better accommodate into a speech recognizer
various sources of variability introduced by a corrupted speech signal. Development in
this area continues to attract much research interest [9][10].

One way to approach the problem is to distinguish between the variable and the
invariable parts of the speech signal. In automatic speech recognition, one generally
ignores the variable part whereas focusing on the invariable linguistic content carried in
the signal. The current level of sophistication, however, is that we do not know whether
separating the variable part from the invariable part in speech is the ultimate paradigm for
ASR. The intrinsic reason behind this may still be a lack of a sufficient understanding of
the human-to-human speech communication process. For lack of a better solution, we
might have to use this paradigm still for quite a time. This is the “feature-based”
approach for robust recognition. Essentially the rest of the system is the same as for the
recognition of clean speech.
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Another approach is called "model-based". Here "model" refers to the basic modeling
units (e.g. an HMM), instead of the mechanism embedded in the feature-extracting frontend that models some human speech production or perception processes. In such a
model-based approach all information concerning various kinds of variability is retained
after the front-end. The part of the system that models the patterns to be recognized,
compensates, de-emphasizes, or adapts to the unwanted variability.
The third approach to the problem of robustness is to use a microphone array. This
approach can be considered an enhancement method implemented outside of the
recognizer.
The fourth approach is to find an inherently robust processing technique based on the
functioning of human auditory system. The auditory-inspired approach tries achieve
robustness by imitating the features of the human auditory system. This approach is not
really a separate approach. Rather, auditory-inspired methods could provide potential
features, models and array-processing algorithms.
These four approaches are discussed below in more detail.
2.3.2

Feature-based Approach

While generally performs well in a clean environment, the conventional spectrum
analysis of speech embedded in noise is not able to resolve the spectral envelope of the
signal very well [7]. In part, this is because Fourier analysis can be likened to passing a
waveform through a series of linear time- and level-invariant filters. The linearity of the
operation insures that the noise components of the spectrum will obscure, if not
overwhelm, the embedded speech signal. Figure 2(b) shows a spectrum of speech with
additive white noise.
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Figure 2. (a) Spectrum of vowel ‘a’ with no noise. (b) Spectrum with additive white
Gaussian noise at signal-to-noise ratio(SNR)=0dB.

More recent techniques, such MFCC and PLP incorporate some nonlinearity based on
some aspects of the auditory systems. For example, as mentioned before, MFCC uses the
mel scale, the integration into critical bands and compression with log function. In
general, MFCC and PLP representations of speech mimic some aspects of the human
auditory perception mechanism, capturing useful speech information while deemphasizing irrelevant information (e.g. speaker variability). Experiments showed that
PLP and MFCC outperform LPCC .
A more sophisticated technique is the RASTA-PLP approach [14]. RASTA, basically
consists of additional steps applied after the critical-band integration of PLP. Based on
an observation that human perception is more sensitive to relative changes, the static or
slow-changing part of the signal (in each critical-band) is effectively filtered out. This is a
band-pass filtering process (which emphasizes signals around 4 Hz) applied on the
already processed time sequence of the feature vectors (short-term spectra, usually at a
100 Hz rate). Due to the fact that most distortions due to unknown channel
characteristics (telephone lines or microphones) are effectively convolutive, RASTA is
best implemented in a logarithmic domain of the spectrum, which makes the different
parts additive. Non-linear conversions are required. RASTA-PLP outperforms PLP for
recognition of channel-distorted speech.
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2.3.3

Model-based Approach

There also exists processing power after the front-end processing in a recognizer. In
the basic structure of an HMM-based recognizer, the states of the HMMs collect the
statistics of the various patterns in the speech signal. One of the commonly used
parametrical distributions of these states is "Gaussian mixtures".
One of the model-based approaches for robustness of ASR is to separately model the
different parts of speech by different parts of the model structures. For example, separate
sets of HMM parameters (e.g. the mean and variance of the Gaussians) are defined for
the useful information and the distortion part, respectively. To this end equalization
methods and adaptation methods have been developed.
Though not necessary by definition, these model-based approaches are mostly
designed to treat the distortions in a paradigm of adaptation. So the ASR system is firstly
trained for clean speech or speech with known environment properties, and the ASR
system is capable of adapting to the properties of speech of unknown or new
environments. Sometimes the problem is addressed in a framework of a "mismatch"
between training and testing conditions for the statistical ASR.
2.3.4

Microphone-array Approach

One point, common to both the feature-based and the model-based approaches, is that
additional structures (regularities) in the signal are found and built into the ASR system
to take advantage of the difference between the wanted speech and the distorting signals.
Similar to this, another approach has been developed which makes use of an array of
microphones to capture the acoustic signal. In this case, the additional structure that tries
to separate the speech and distorting signals is physically located outside the recognizer.
The geometrical relations between the different sound sources will result in different
signals arriving at the microphones in the array. Of course, special algorithms have to be
developed to actually make use of the extra information obtained from the microphonearray [22]. In principle, a recognizer used with a microphone array should also be
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tailored to the kind of multi-channel signal in order to use the additional information
optimally.
A caveat of this approach is the assumption of coherence of the noise signal in space.
In many situations, the noise coherence is poor. In

2.3.5

Auditory Model-inspired Approach

2.3.5.1 A Brief Introduction to Auditory Modeling

At the present time humans recognize speech much better than any ASR system. For
example, the performance of a typical speech recognition system deteriorates sharply
when the signal-to-noise ratio (SNR) falls below 20 dB or so [7], [8]. On the other hand,
a human listener, with normal hearing, has no difficulty recognizing speech at such SNR
levels. Thus, it seems likely that the performance of an auditory-based speech processor
should be superior to those based on more traditional signal processing techniques.

To imitate the human auditory system requires that we first understand the physiology
of the auditory system. In recent decades, a lot of research work has been devoted to the
understanding and modeling of mammalian auditory systems. The peripheral auditory
system (PAS) is composed of external, middle, and inner ear (cochlea). Inner ear
includes the basilar membrane, outer hair cells (OHCs), inner hair cells (IHCs) and
auditory-nerve fibers (ANFs). Together, they achieve transduction from an aerial sound
wave into neural code (action potentials, or spikes). A detailed description of the
anatomy and physiology of the human ear can be found in a number of good books and
articles [23]. The details are beyond the scope of this report. Only a few important
points will be briefly mentioned next.

Perhaps the most fundamental part of a PAS model is a filter bank consisting of
parallel pass-band filters. This models the mechanical displacement of the basilar
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membrane (BM), which at any given place, can be viewed as the output signal of a bandpass filter whose frequency response has a resonance peak at a frequency which is
characteristic of the place (CF). The log of CF is approximately proportional to the
distance along the membrane. Bandwidth of the filters increases with CF. An interesting
property of the BM response is its adaptive nature, which is believed to be the result of a
complicated feedback mechanism involving OHCs [25]. The filter gain decreases
(resembles an automatic gain control mechanism (AGC)) and the filter bandwidth
increases when a strong signal is present at the filter. The effect of this adaptive property
is believed to contribute to the fact that humans can understand speech well, over a wide
range of SPLs.

The transformation process from mechanical motion of BM to the generation of
action potentials is also relatively well understood and modeled. It also involves several
nonlinearities. It is not clear which of the nonlinearities are important to speech
understanding. It is also not clear if the randomness of the fibers is important to speech
understanding.

In response to low-frequency signals (<4kHz) fibers tend to concentrate their firing
during a restricted portion of the stimulus cycle [11]. Each fiber discharges in a
stochastic manner. It is possible (probably also more meaningful) to infer the ensemble
response of a group of fibers with comparable discharge characteristics by summing the
discharges over many presentations and plotting the results as a post-stimulus-time
histogram. In order to clarify the relationship between the stimulus waveform and the
probability of neural discharge, two additional types of histograms are commonly used,
the period histogram and the interval histogram. The idea of these representations is to
capture the periodicity information from the neural firings.

While much is known about the PAS, little is known, at present, about the functional
operation of the auditory brainstem pathway and auditory cortex. Various methods have
been proposed to extract information from the neural firing spikes, without incorporating
explicit knowledge of how the auditory cortex actually works. As the sole afferent path

12

from the cochlea to the cochlear nucleus, the auditory nerve spikes contains, by necessity,
all the information available to the more central region of the auditory pathway.
Generally, a model of auditory processing falls into one of four categories, depending on
whether it uses temporal and place information. Temporal approaches explicitly use the
timing information of the spikes appearing on the fibers. Place approaches take into
account the cochlear location of the attachments of the fibers. Ghitza’s EIH model [7]
[8], for example, uses a “temporal non-place” approach, meaning that it assumes that the
central auditory system has access to the timing information conveyed by any single fiber
but lacks information concerning the fiber’s “tonotopic” origin.

2.3.5.2 Implementation of a Specific Auditory Model

In this section, a recent phenomenological model, (i.e., to seek to reproduce cochlearlike responses without explicit guidance from anatomical and physiological data), is
examined in detail. This model produces several observed physiological phenomena. In
examining the details of this particular model, the hope is to gain enough insight to
propose a novel method of feature extraction that is robust in noise.

Following [25], a composite model of the auditory periphery is carefully implemented.
The front-end consists of a bank of nonlinear time-varying parallel filters and an active
distributed feedback. The filters are the all-pole gamma-tone filters [18]. The parameters
of the filters are updated after each speech sample, to model the automatic gain control
(AGC) and the nonlinear change in bandwidth properties of the mammalian ear. Figure
2(a) shows the filter response in quiet, and Figure 2(b) shows the filter response to a 2000
Hz pure tone at 90 dB SPL.
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Figure 3. (a) Magnitude response of the filter bank (every other filter is shown). (b)
Magnitude response of the filter bank, with a pure tone stimulus at 2kHz and 90dB.

The AGC property in filter gain, as well as the increase in filter bandwidth, is clearly
visible in Figure 2(b). It is also worth mentioning that due to lateral interactions, the
neighboring filters also adapt, though to a lesser degree. The bandwidth adaptation
seems to help more bands to synchronize to the formant frequencies, even in noise [4],
thus the overall representation is more resistant to noise. The AGC property seems to do
the opposite. The severe decrease in gain of the filter centered at a formant frequency is
not adequately compensated by the increase in bandwidth gain of the neighboring filters.
For purposes of speech recognition, Deng et al [4] proposed a model that includes
bandwidth adaptation but not AGC.

The other major component of the auditory model simulates the neuro-mechanical
transduction process. It generates the nerve fiber firings based on a model developed by
Meddis [19].

2.3.5.3 Summary of Insights Gained from Auditory Modeling

How humans recognize speech is not a question that is likely to be answered any time
soon. Context is certainly very important in understanding speech. However, Fletcher’s
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experiments with nonsense consonant-vowel-consonant stimulus showed that linguistic
context is not necessary in recognizing phonetically what was said [1][9]. Humans can
recognize well at low SNR levels even without context information. This suggests that
the auditory system by itself can combat noise. But it is not clear, at this time, whether
the robustness is due to the PAS, or due to central nerve processing, or both.

Specifically, it is still not clear whether the AGC and broadening of bandwidth help to
preserve the important features of speech in noise. While it is evident that AGC and
broadening of bandwidth occur at sound pressure levels characteristic of normal speech,
there is no conclusive evidence that proves these properties are necessary for speech
understanding in noise. In [4], Deng et al. demonstrated that with proper filter shapes
and bandwidth adaptation, the nonlinear BM response is less affected by noise. The
spectrum of the linear model’s response indicates the channels are mostly synchronized
to the characteristic frequencies of their filter functions. On the other hand, the spectrum
of the nonlinear adaptive model indicates the channels are well synchronized the formant
frequencies.

The nonlinearities in the generation of action potentials may also contribute to the
robustness. The nonlinearities include rectification, threshold and saturation. Combined
with the mechanical nonlinearity of the cochlear, they make it difficult to predict the
response to speech signals on the basis of spectrally simpler inputs.

While the nonlinearities of the PAS and during the generation of action potentials may
help to enhance the relevant speech properties in noise, the processing technique at high
levels seems to be the more fundamental reason.

For example, a well-known

phenomenon is this: if noise fills the upper bands and clean speech fills the lower bands,
the recognition accuracy is essentially identical to the case of sharply low-pass filtered
speech having no energy in the upper bands. This phenomenon can’t be explained from
the functioning of PAS or the generation of action potentials. This phenomenon also
illustrates that a human’s processing technique is very different from ASRs’ templatebased approach. The presence of noise in the upper band confounds a template-based
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approach, which does not treat the frequency channels as independent. This suggests that
the processing is done on each frequency band, and the extraction of frequency-local
independent features might be done by finding correlations between bands.
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3. System Description

3.1 Overview

Inspired by working with auditory models, two novel methods are devised to process
the speech signal. Spectra computed with these methods, particularly the second method,
appear to be more robust to several types additive noise, compared to traditional
approaches.

Figure 5 below shows the overall structure.
Speech
Filter Bank

. . .
Computing some kind of ACF involving summing the individual
ACFs, which are computed from the outputs of the filter bank
Durbin
recursion
Cepstral
recursion

Cepstral Coefficients
Figure 4. Overall System

As with LPCC and MFCC, input to the system is a digitized speech signal, which is
framed and windowed in 30ms blocks with 10ms increments, typical of short-time speech
processing. Then each speech block is filtered through a filter bank of overlapping bandpass filters. The pre-emphasis stage is not necessary here because it may be achieved
with the filter gains of the particular filter bank used. After the filtering stage, an
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autocorrelation function (ACF) is computed for each and every filtered signal. Then
some processing involving summing the individual ACFs is performed to obtain a
summed ACF of some kind. In short, the proposed methods basically compute the
“autocorrelation coefficients” in new ways, since the first four blocks of the LPCC block
diagram (referring back to Figure 2(a)) are replaced with the top two blocks in Figure 4.

The same filter bank is used in both of the proposed methods. The two methods differ
in the method used to compute the equivalent autocorrelation function. The first method
performs a two-level quantization, while the second method weights the individual ACFs
by the corresponding Voice Indices (VI). Without these operations, the summed ACF
would be the same as the ACF computed directly from the speech signal that is filtered
with a filter that has the response of Figure 6(b), due to the linearity property of PSD
filtering. Let x[n] be the speech signal at the input of the system, y i [n] be the output of
the ith band, and y[n] be the signal obtained by summing y i over all i. Also let hi [n] be
the impulse response of the ith filter and h[n] be the impulse response of the equivalent
filter with magnitude response of Figure 6(b). Then it is easy to see that
RY [m] = ∑ y[n] ⋅ y[n + m]
m

F
←⎯→

Y ( w ) ⋅ Y * ( − w ) = H ( w ) ⋅ X ( w ) ⋅ H * ( − w ) ⋅ X * ( − w ) =| H ( w ) | 2 ⋅ X ( w ) ⋅ X * ( − w )
71

= ∑ (| H i ( w) | 2 ) ⋅ X ( w) ⋅ X * (− w) , refer to Fig. 6(b)
i =1

71

71

71

= ∑ ( H i ( w) ⋅ H i (− w)) ⋅ X ( w) ⋅ X * (− w) = ∑ H i ( w) ⋅ X ( w) ⋅ H i (− w) ⋅ X * (− w) = ∑ Yi ( w) ⋅ Yi (− w)
*

i =1

*

i =1

*

i =1

F
←⎯→
71

71

∑ (∑ yi [n] ⋅ yi [n + m]) = ∑ RYi [m]
i =1

i =1

m

71

⇒ RY [m] = ∑ RYi [m] .

(3)

i =1

18

3.2 Filter Bank

The filters do not adapt in time, but otherwise are designed to accurately simulate the
frequency selectivity properties of the human cochlear. The filters are implemented with
the all-pole gamma-tone filters (APGF), which are derived by discarding zeros from the
well-known gamma-tone filters. The main advantages of the APGFs are its simplicity
and ease of implementation without loss of inaccuracy. Relations between the gain H,
the natural frequency Wn, and the quality factor Q are given in Eqs. (4), (5) and (6) for an
Nth order APGF. The APGFs were implemented using the bilinear transform
s=

2 (1 − z −1 )
1
, and the sampling frequency was set to f s =
= 20kHz .
⋅
−1
∆t
∆t (1 + z )

H ( s) =

| H ( f ) |=

1
s
s
(1 + (
) + ( )2 )N
wn ⋅ Q
wn

,

1
,
1
2πf 2
2πf 4 N / 2
(1 + (
− 2) ⋅ (
) +(
) )
Q *Q
wn
wn

H max = (

Q
1
1−
4 ⋅ Q2

)N ,

(4)

(5)

(6)

Following [25], each band-pass filter is actually the cascade of two APGFs, one with
order 2 and another with order 4. This complexity is not necessary, rather is a relic from
the cochlear modeling aiming to simulating the gain adaptation effect. The characteristic
frequencies (CF) of the filters are nonlinearly distributed on the frequency axis to again
model the behavior of human cochlear. From [26],
CF = A ⋅ 10 ( a⋅ x / L − K ) ,

(7)

relates the CFs to the locations on the cochlear. In Eqn. (7), x is the distance from Apex,
L is the number of cochlear filters, and A, a and K are constants. Figure 5 plots this
function.
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Figure 5. CFs of the filters.

In [25], 120 filters are used to include CFs up to 20 kHz, which corresponds to 71
filters for CFs from about 100 Hz to 4000 Hz. Figure 6(a) plots the magnitude response
of the individual filters. Figure 6(b) shows the total response of the filters is smooth and
has some attenuation at low frequencies.
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Figure 6. (a) Magnitude response of the filter bank (every other filter is shown). (b)

Total magnitude response of the filter bank.

3.3 Two-level Quantizer Method (2LQ)

3.3.1

Method Description
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The system is shown below in Figure 7.

Cepstral coefficients

Figure 7. Block diagram of the two-level quantizer method.

Computing the threshold of the 2-level quantizer requires explanation. It is a function
of the speech block. The level is the same for all channels, but a new level is computed
for each frame. After some experiments, the best threshold is found to be proportional to
N

the energy of the speech block. Threshold = c ⋅ ∑ x 2 [n] , where c is a constant to be
n =1

determined experimentally, N denotes the length of a window.

3.3.2

Analysis and Justification
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The origin of this method can trace to the intuitions gained from investigating auditory
modeling. Specifically, the 2-level quantizer is inspired by the firing mechanism of
auditory fibers. This extremely nonlinear procedure is similar to the functioning of nerve
firings of the auditory system. A simplest model of auditory nerve firing is that a nerve
fiber generates a spike when the BM (of the section which the fiber is attached to)
displacement crosses some threshold [19]. Since our method has one 2-level quantizer
for each channel, perhaps each channel can be thought of as the ensemble response of the
hundreds of fibers attached to the BM section. The probabilistic nature of the nerve
firings is completely ignored. It is not clear at this time whether the variabilities of the
fibers (at least among the high spontaneous rate fibers) are important to speech
understanding. It is well known that variabilities are characteristic of all biological
systems.

So, does it work? To justify the method, the following questions have to be first
answered:
(1) In clean speech, is this method a good way to compute spectra?
(2) In noisy speech, does this method preserve the important features of the spectra
better, compared to the traditional methods?

The answer to the 2nd question is yes. As shown in Figure 8, the spectrum computed
using the proposed method preserves the spectral shape much better, compared to just
LPC.
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(a)

(b)

Figure 8. (a) Spectrum of clean speech, computed using the band-pass 2LQ method. (b)
Spectrum of the same speech, but with noise. (compare to Figure 2.)
Answer to the 1st question is less conclusive. The “spectrum” computed this way does
seem to have the correct overall spectral shape, though noticeably different from the
spectral envelope obtained from regular LPC analysis.

The effect of the 2-level quantizer and the effect of choosing the threshold are not
obvious. Two-level quantization on a sinusoid produces a square-wave pulse train. The
pulse train has the same frequency as the sinusoid and the duty cycle contains
information about the magnitude of the sinusoid. The duty cycle is a nonlinear function
of the magnitude of the sinusoid.

(a)

(b)

Figure 9. (a) 2-level quantization. (b) Duty cycle of the resulting square pulses is
nonlinearly related to the sinusoid amplitude.
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This extremely nonlinear procedure is similar to the functioning of the auditory
system. The probability of generating a spike is a nonlinear function of instantaneous
BM displacement (of the section which the fiber is attached to). Ignoring the adaptation
effects, this function can be crudely approximated by a 2-level quantizer. Since our
method has one 2-level quantizer for each channel, it can be thought as the ensemble
response of the hundreds of fibers attached to the BM section.

In broadband noise, the quantization threshold discards the bands dominated by noise
energy, and only selects the bands with high speech energy. It seems that this method deemphasizes the spectral valleys, which are more vulnerable to the effects of noise.

A natural variation of this method is to apply the threshold, but without the 2-level
quantizer: just clip away the signal below the threshold. Experiments show that this
variation doesn’t work as well. Apparently the square-pulse wave produced by the 2level quantizer preserves the important periodicity and the energy information, while deemphasizes the fine temporal variations of the filtered waveform, which are sensitive to
noise.

3.4 Frequency-domain Weighting with the Voice Index

3.4.1

Method Description

The system is shown below.
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Cepstral Coefficients

Figure 10. Block diagram of the proposed Voice Index method of extracting ASR

features.

Computing the VI for each band is the main innovation of this proposed method.
When a band’s ACF’s contribution to the summed ACF is weighted by its corresponding
VI, it is equivalent to adjusting the filter gain of the pass-band filter in the frequency
domain. Since the ACFs are needed to compute the VIs, it is convenient to perform the
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Compute VI for
Band 71

weighting on the ACFs. The goal of the Voice Index approach is to weight each
frequency band based on the amount of speech information present in that band. So the
total ACF (or equivalently the PSD) contains more of the information from speech, and
less from noise. Thus the representation is intrinsically more robust.

3.4.2

Analysis and Justification

For this idea of spectral weighting to work, one has to find an effective method of
computing the VI. In this project, the role of the fundamental frequency (F0) or pitch is
exploited to solve for the VI. The VI of the ith band, vi , is computed as follows. First a
summed ACF, R[m] , is computed by summing the un-weighted individual ACFs, ri [m] .
N

ri [m] = ∑ y i [n] ⋅ y i [n + m],

(8)

n =1

where y i [n] , nonzero for 1 to N, is a particular frame of the output of the ith band.
71

R[m] = ∑ ri [m], m = 1...250.

(9)

i =1

Then F0 is estimated from R[m] by
F0 = fs ⋅

1
,
M

(10)

where M = arg max{R[m]}, for m = 100...250 and f s is the sampling frequency.
m

In this project, only male voices are used, so the range of delays for the autocorrelation
function is limited to 100-250, corresponds to pitch range of 80-200Hz. This method of
computing pitch is shown to be valid in [20] and [21].

Several ways of computing vi were explored. One particularly simple and effective
approach is:
vi =

ri [ M ]
.
ri [0]

(12)

Once vi is computed, the new summed autocorrelation function is simply
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71

R _ new[m] = ∑ vi ⋅ ri [m] , for m = 100...250 .

(13)

i =1

Eqn. (12) was inspired by the work in [21], where the presence of a local maximum at
ri [M ] determines whether the particular band is part of a set of ACFs belonging to a
particular vowel.

Figures 11 and 12 below show graphically that in white noise, use of the VI preserves
the spectral shape much better, compared to regular Fourier analysis and LPC analysis.
Both the dynamic range and the first formant’s shape change very little with use of the
VI. The spectral plots are from a voiced section of the utterance. During an unvoiced or
quiet section, the Voice Index method is meaningless, so a traditional method of analysis
should be used.
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Figure 11. Spectrum of a voiced section of the word “two”, computed using DFT, LPC,

and VI-weighted LPC method.
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two at SNR=0dB, in white noise
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Figure 12. Same as Fig. 11, but for a signal corrupted by white noise at 0dB SNR.

A further improvement in addition to the Voice Index method can be achieved by
classifying each frame as either a voiced or unvoiced section. If a frame is classified as
voiced, then the Voice Index method is used. Otherwise, a traditional method (e.g.
MFCC) is applied. Moreover, the Frame Index method (explained in the next section)
can provide a robust method for this classification, at no additional computational cost.
The classification procedure could simply be checking to see if the FI is over a certain
threshold, and classifying the frame as voiced if FI is over the threshold.

3.5 Time-domain Weighting with the Frame Index

The Frame Index method refers to a weighting scheme in the time domain, in
computing the distance between a pair of utterances. Let D(S,T) denotes the total
distance between a test utterance and a template utterance, and N be the number of frames
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N

after time warping, then D( S , T ) = ∑ d j , where d j denotes the distance between jth pair
j =1

of frames. With the FI, denoted by f j , the total distance becomes
N

D( S , T ) = ∑ d j ⋅ f j .

(14)

j =1

The idea of the FI is very simple. Over the duration of a noise corrupted speech
utterance, the SNR varies a great range. During a strongly voiced frame, the SNR is
much higher than the overall SNR of the entire utterance, so the spectrum is not much
affected by noise. On the other hand, during a silent or an unvoiced frame, the spectrum
could be almost entirely due to noise. Experiments show the frame SNR could range
anywhere from − ∞ to around 40dB, for a digit embedded in white noise with a global
SNR of 0dB. The FI simply places more emphasis on the frames that are less corrupted
by noise.

Computing the FI is not as easy as one might assume. If there exists a way to reliably
estimate the SNR of the frames, then the FI could be computed with a simple monotonic
function. Figure 13 shows one possible example of this function.
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Figure 13. A function that computes the FI from SNR levels of the frames.

The problem is that generally it’s not possible to reliably estimate the frame SNR
levels. A real world speech recognizer (such as the one found in a cellular phone) usually
is not given any knowledge of the type and properties of the noise. Even if the type of
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noise is known, the noise is often non-stationary, so computing a single SNR figure is not
appropriate. For example, when the background noise is speech or music (which is very
common for cell phones), how would the recognizer even separate the noise from
speech?

In this research, the role of F0 and the summed ACF are again being exploited. Of the
several methods explored, the Frame Index 1 (FI1), works best in white and babble noise.
Continue to use the same notations, for each frame, FI1 is taken to be the ratio of R at the
pitch delay and R at the 0th delay.
FI1 = R[ M ] / R[0] ,

(15)

The Frame Index 4 (FI4) seems to work best in music noises, and it is given by,
FI 4 =

max{R[m]}, m ∈ {100...250}
250

(

∑ R[m]) / 151

.

(16)

m =100

Another index, the Frame Index 2 (FI2) is taken to be the product of FI1 and FI4, and
provides a compromise in performance between white noise and music noises.

Figure 14 shows the FI1 works well in clean speech and in speech corrupted by white
noise.

30

4

1

4

clean speech, 2

x 10

1.5

noisy speech, 2

x 10

1
amplitude

amplitude

0.5

0

0.5
0
−0.5

−0.5
−1
−1

0

2000

4000
sample #

6000

−1.5

0

frame index 1, of clean speech

6000

1
normalized index value

normalized index value

4000
sample #

frame index 1, of noisy speech

1
0.8
0.6
0.4
0.2
0

2000

0

5

10

15
frame #

20

25

0.8
0.6
0.4
0.2
0

0

5

10

15
frame #

20

25

Figure 14. Examples of the FI1.

Figure 15 shows the FI4 works well in clean speech and in speech corrupted by piano
noise.
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4. EXPERIMENTAL RESULTS

4.1 Recognition System for Evaluation

A simple recognition system is implemented to test the merit of the proposed methods.
The system is a speaker independent, small vocabulary, word recognition system based
on linear time warping (LTW). The results obtained through LTW are almost identical to
those obtained from dynamic time warping (DTW). LTW is used because of its
simplicity and computational efficiency. The distance measure used is the Euclidean
distance between on cepstral coefficient vectors. Since all three methods, LPCC, MFCC
and the proposed method compute cepstral coefficients as the feature vectors, the
comparison is done in a straightforward manner. The goal of this simple recognition
system is not to obtain high recognition scores. Rather, it is used a tool to compare the
performance between the ways of computing spectra. The simplicity of this system
serves this purpose well.

The data are taken from the TIDIGIT database. There are 11 different words, digits 09 and ‘o’. Four templates for each of the 11 digits are created from two speakers. The
test words consist of 10 utterances of each digit, for a total of 110 utterances. The words
are spoken by of five speakers, who are different from the speakers of the template
words. The templates are created from clean speech. The test cases have different noise
levels. SNR is the global SNR, i.e.,
energy of the clean digit utterance
SNR =
=
energy of the added noise signal over the duration of the digit utterance

∑ x [ n] .
∑ e [ n]
2

2

4.2 Results of Recognition experiments

4.2.1

The Two-level Quantizer
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Figure 16 below shows that the 2-level quantizer performs better than MFCC and
LPCC at high levels of noise, but fails to achieve near perfect rates at very low noise
levels. Probably this is because too much information is thrown away with the 2-level
quantizer, and so distance measures between different digits are made smaller. Perhaps
the method could be improved by having more threshold levels and carefully selecting
the levels. With more thresholds, this method would begin resemble the EIH method
developed by Ghitza [7][8].
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Figure 16. Recognition scores using the 2-level quantizer method, in white noise.

4.2.2 The Voice Index and the Frame Index

Figure 16 below compares the performance of the Voice Index method and the Frame
Index method with MFCC and LPCC.
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Figure 17. Recognition scores using the VI and the FI, in varies types of noise. (a)

White noise. (b) Babble noise. (c) Piano noise. (d) Guitar noise. (e) Ensemble music
noise.
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Figure 17(a) is probably the most dramatic of all the plots in this thesis. It
demonstrates that in white noise, a significant improvement in recognition rate is
achieved by the Voice Index method, compared to MFCC and LPCC. The Frame Index
1 method further improves the rates, though the improvement is more modest. The
improvement achieved by the absolute Voice Index method and the Frame Index 1
method is not only large (e.g., 52% at SNR=5dB when compared to MFCC!), but also
consistent over all SNR levels. Other proposed methods often have the shortcoming of
improving performance more at certain noise levels and less at others.

Figure 17(b) shows that the proposed methods also increase recognition accuracy a lot
in babble noise. Increases of 30% or more at SNRs of 10dB or less are achieved. As in
the case of white noise, 100% recognition accuracy is achieved at SNR=40dB, which is
the same as MFCC and better than LPCC (92%).

Figure 17(c), (d) and (e) show the recognition rates in particular examples of piano
noise, guitar noise, and ensemble music noise with many instruments. Only small
increases in recognition rates occur using the VI alone, and somewhat better rates with
the Frame Index 4. These plots also show that having the Frame Index 1 is actually
worse than not having the FI at all, but that Frame Index 4 is beneficial. Frame Index 4
was also tested in white noise and babble noise (not shown); Frame Index 4 doesn’t
perform quite as well as the Frame Index 1 in white and babble noise, but is much better
than MFCC.

4.2.3

Other Related Work
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Figure 18. (a) Recognition scores with the Voice Index method and the “hard” Voice

Index method. (b) Recognition scores with the Frame Index 1 method and the “hard”
Frame Index 1 method.

Figure 18(a) shows that the “hard” Voice Index method results in very poor
recognition rates. The “hard” Voice Index method differs from the regular Voice Index
method in that only binary values are possible for the VI, namely 0 and 1. The VI is 1 if
it is above the average voice index, and 0 otherwise. Likewise, the “hard” Frame Index 1
method quantizes the FI by either 0 or 1, depending whether it is larger than the average
FI.

Many previously published computational auditory scene analysis algorithms perform
a binary allocation of each band to either signal or background [2][21]. Figure 18
suggests that a probabilistic or fuzzy auditory scene analysis algorithm may be more
useful for ASR than a binary “hard-decision” method.
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5. DISCUSSION

The 2LQ method is quite different from any other methods that have been proposed in
the past. As mentioned before, it has some resemblance to the EIH method by Ghitza.
The recognition results from the 2LQ method aren’t very good, compared to the VI
method. The 2LQ method seems to unable to capture enough spectral information in
clean speech, thus resulting in poor recognition rates in clean speech.

The Voice Index method, on the other hand, seems to perform quite well in both clean
and noisy speech. For the types of noises tested, the VI method produces intrinsically
more robust representations of the speech, at least for voiced speech. It doesn’t require a
priori knowledge of the noise, nor do they require the noise to have many specific
characteristics. The only assumption is that the noise doesn’t have a prominent speechlike F0. The noise needs not be stationary, or changing at a particular rate, as assumed in
RASTA processing.

The Voice Index method is not simply another method that

emphasizes spectral peaks more than valleys, as in some of the techniques referred in
[10]. A spectral peak due to noise usually doesn’t have a strong periodicity at F0, thus
would not be picked up by the Voice Index method, but would confound a technique that
simply emphasizes spectral peaks. Another advantage of the Voice Index method is that
it may be combined with other techniques at other stages of the recognizer to further
improve the overall performance.

In fact, it might be an interesting experiment to

combine the Voice Index method with RASTA processing in the log domain. The
resulting method can expect to achieve robustness to both additive and convolutive
noises. Another interesting experiment would be to apply the idea of RASTA on the
Voice Indices.

The Frame Index method may be used as an effective way to detect and isolate speech
frames from background noise, even if the noise happens to be another speech signal,
provided that the F0 of the other speech is sufficiently different from the F0 of the target
speech.
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As mentioned before, the VI method is based on the method proposed in [21], which
was intended for solving a different problem. The problem addressed in [21] is to
simultaneously identify two vowels. Meddis and Hewitt computed the individual ACFs
and the summed ACF. Then a “hard” binary decision rule categorizes the channels into
two sets. A particular band falls into the first set, if its sub-band ACF shows a local
maximum at the time delay of the pitch peak of the summed ACF. Then a new summed
ACF is computed from only the bands in the first set and another summed ACF is
computed from only the bands in the second set. Each of the two summed ACFs is then
compared to the templates. For each vowel, the template is created from the summed
ACFs of all bands, averaged over several utterances.

Before concluding the discussion section, it is worthwhile to summarize in very broad
terms, of what one might expect to gain in ASR performance from further understanding
of the human auditory system. With continuing understanding of the human auditory
system, the two very reasonable approaches can further benefit robust ASR. The
approaches are:
•

Eliminate what humans can’t hear while focusing attention on parts of the
speech signal that are heard well

•

Alleviate parts of the signal which, even when heard well, do not supply
reliable cues for decoding of the message.

ASR systems today already attempt to take advantage of some the properties of the
human perception. Clearly, more processing needs to be done on both the frequency
domain and the time domain. The VI and FI methods are very simple (though already
somewhat effective) ways to achieve the processing in the frequency domain and the time
domain, respectively.
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6. CONCLUSION AND FUTURE WORK

Inspired by auditory modeling, novel methods of computing the speech spectrum for
ASR are introduced. Comparisons with LPCC and MFCC were done with a speakerindependent isolated digit recognition system. The recognition scores show that under
certain conditions, the proposed methods perform better than MFCC and LPCC, in
several types of additive noise.

With the 2-level quantizer method, recognition

experiments were done for speech corrupted by white noise. The recognition rates are a
little higher than MFCC only at very noisy conditions. The Voice Index method scales
the short-time frequency spectrum in a way to make it less susceptible to noise, and retain
more of the speech information. The Frame Index method is a time-domain weighting
scheme to place more emphasis on time interval where speech is less corrupted.

Future work could include applying these methods to try to recognize speech
embedded in other background speeches. Better methods could be found to solve for the
VI and FI. Another interesting idea might be to investigate the effect of the filter
characteristics. Replacing the fixed filter with auditory adaptive filters might help to
achieve more robustness. In fact, many extensions and related ideas can be thought up, to
further improve the VI and FI methods.
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