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Abstract—It is challenging to obtain large amounts of native
(matched) labels for speech audio in under-resourced languages.
This challenge is often due to a lack of literate speakers of the
language, or in extreme cases a lack of universally acknowledged
orthography as well. One solution is to increase the amount of
labeled data by using mismatched transcription, which employs
transcribers who do not speak the under-resourced language of
interest called the target language (in place of native speakers), to
transcribe what they hear as nonsense speech in their own annotation language (6= target language). Previous uses of mismatched
transcription converted it to a probabilistic transcription (PT),
but PT is limited by the errors of non-native perception. This paper proposes, instead, a multi-task learning framework in which
one DNN is trained to optimize two separate tasks: (a) acoustic
modeling of a small number of matched transcription with
matched target-language graphemes, and (b) acoustic modeling
of a large number of mismatched transcription with mismatched
annotation-language graphemes. We find that (1) the multi-task
learning framework gives significant improvement over monolingual, semi-supervised learning, multilingual DNN training and
transfer learning baselines, (2) a GMM-HMM model adapted
using PT improves alignments, thereby improving training, and
(3) bottleneck features trained on the mismatched transcriptions
lead to even better alignments, resulting in further performance
gains of the multi-task DNN. Our experiments are conducted on
the IARPA Georgian and Vietnamese BABEL corpora as well as
on our newly collected speech corpus of Singapore Hokkien, an
under-resourced language with no standard written form.
Index Terms—phone recognition, mismatched transcription,
probabilistic transcription, multi-task learning, under-resourced
languages.

I. I NTRODUCTION
There are more than 6700 languages spoken in the world
(www.ethnologue.com), but only a few of them have been
studied by the speech recognition community. One of the
main hurdles of automatic speech recognition (ASR) system
deployment in new languages is that an ASR system relies on
a large amount of training data for acoustic modeling. This
makes a full-fledged acoustic modeling process impractical
for many under-resourced languages. To solve this, various
Van Hai Do was with the Advanced Digital Sciences Center, Singapore.
He is now with the Thuyloi Univerisity, Vietnam (email: haidv@tlu.edu.vn).
Nancy F. Chen is with the Institute for Infocomm Research, Singapore
(email: nfychen@i2r.a-star.edu.sg).
Boon Pang Lim was with the Institute for Infocomm Research, Singapore.
He is now with NovuMind Inc., USA (email: bplim@novumind.com).
Mark Hasegawa-Johnson is with the University of Illinois at UrbanaChampaign, USA (email: jhasegaw@illinois.edu).

methods have been proposed, and are summarized below as
four different approaches.
The first approach is based on a universal phone set [1], [2]
that is generated by merging phone sets of different languages
according to the international phonetic alphabet (IPA). After
that a multilingual acoustic model can be trained for all
languages using the common phone set. An initial acoustic
model for a new target language can be obtained by mapping
from the multilingual acoustic model. To improve performance
on the target language, this initial acoustic model is refined
using adaptation data of the target language.
The second approach focuses on cross-lingual acoustic
modeling such as cross-lingual subspace Gaussian mixture
models (SGMMs) [3], [4] and multilingual deep neural networks (DNNs) [5]–[7] is to create an acoustic model that can
be effectively broken down into two components in which
the main component captures language-independent statistics
and the other component captures language specific statistics.
For cross-lingual acoustic modeling, the language-independent
part of a well-trained acoustic model of the source language
is borrowed by the acoustic model of the target language to
reduce the target language training data requirement.
In the third approach, the source acoustic model is used as
a feature extractor to generate cross-lingual features, such as
source language phone posteriors, speech attribute posteriors
or bottleneck features, for the target language speech data.
As these features are higher-level features as compared to
conventional features such as MFCCs, they enable the use of
simpler models trained with a small amount of training data to
model the target language acoustic space. Several examples of
this approach are cross-lingual tandem [8], [9], cross-lingual
Kullback-Leibler based HMM (KL-HMM) [10], [11], phone
mapping [12]–[14], cross-lingual speech attributes [15], [16],
cross-lingual bottleneck feature [17], [18] and exemplar-based
modeling [19]–[21].
The fourth approach includes methods based on mismatched
crowdsourcing, a data acquisition method that leverages computational models of non-native speech perception [22]–[27].
In this approach, the transcribers do not speak the underresourced language of interest (target language), so they
transcribe what they hear using nonsense syllables in their
native language (annotation language or source language).
These transcriptions are “mismatched” because the annotation and target languages differ. The true utterance-language
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Fig. 1: Illustration of mismatched crowdsourcing for speech recognition: the target language (LX ) is Georgian, the source
language (LY ) is Mandarin.
transcription is unknown, and cannot be computed, because
of ambiguity in second-language speech perception, but by
modeling second-language perception as a noisy channel (the
“mismatched channel”), we can compute a probability distribution over the possible utterance-language phone transcriptions. This distribution is called a probabilistic transcription or
PT, and is usually represented by a phone lattice, specifically,
by a confusion network. The PT is then used to adapt existing
acoustic models which can be GMM [24] or DNN [25]. One
disadvantage of this approach is that we rely on the quality of
the mismatched channel to compute a PT from mismatched
transcriptions. The scarcity of native transcriptions means
that the mismatched channel must be trained using a small
amount of native transcriptions [22], or even worse, native
transcriptions of some other under-resourced languages [27],
thus the channel is imperfectly estimated.
In this paper, we propose a method to use mismatched
transcription directly in a multi-task learning framework.
Specifically, a DNN acoustic model is trained using two
softmax layers, one for matched transcription and one for mismatched transcription to utilize both matched and mismatched
transcriptions simultaneously. In the proposed framework, the
objective of the DNN is to learn the structure embedded in
the incorrect transcriptions (e.g., lexical mappings or word
segmentations) that improve performance in the disjoint but
similar target data. This provides a natural structure to share
speech perception of source and target language listeners on
the target language speech.
This work extends and expands our prior work [28] to
include detailed experiments, analyses, and discussions left out
in the conference version. In particular, empirical validation
has been generalized on three datasets, including the Georgian
and Vietnamese corpora from the IARPA BABEL program
and our newly collected corpus on Singapore Hokkien. We
also elaborate on technical experimental details ranging from
the source language of mismatched transcription to alignment
and feature design choices of acoustic modeling.
The rest of this paper is organized as follows: Section II
gives background on probabilistic transcription and multi-task
learning. Section III presents our proposed multi-task learning
framework. The experimental setup is described in Section IV.
Section V presents experimental results, Section VI provides

supplementary discussion, and Section VII concludes.
II. BACKGROUND
In this section, we discuss about the state of the art in
probabilistic transcription (PT) and some of the most relevant
background in the area of multi-task learning.
A. Probabilistic transcription
The mapping from an utterance phone string X (possibly
including tone-annotated phones [29]) in language LX to a
grapheme string Y in language LY can be usefully modeled
as a noisy, lossy channel, with conditional probability mass
function (pmf) p(Y |X) [22], [23]. The channel model can
be learned from native transcriptions in the same language or
from native transcriptions of speech in other languages [24],
[27]; it turns out that the human channel shows confusion patterns that are similar to the patterns of an ASR trained in language LY but applied to LX [26]. All previous studies using
mismatched crowdsourcing have explicitly modeled p(Y |X),
and have renormalized p(Y |X)p(X) to compute p(X|Y ), a
pmf over phone strings called a probabilistic transcription or
PT [27]. The PT is limited, however, because p(X|Y ) has
two sources of noise, only one of which can be minimized
by careful experimental design. The two sources of noise are
transcriber inattention, and transcriber inability to correctly
discriminate all phonemes in the language being spoken.
Noise caused by transcriber inattention can be minimized by
careful experimental design, specifically, by either hiring more
transcribers (and using a majority voting method to resolve
disagreements, as described in some detail in [23]), or by
hiring more careful transcribers. Noise caused by transcriber
inability to discriminate phonemes, on the other hand, is an
unavoidable consequence of the decision to hire transcribers
who do not speak the language.
Despite the unavoidable presence of noise, a PT is better
than having no information at all. In [22] it was demonstrated
that the amount of information provided by a mismatched transcription is phoneme-dependent. In some ways, the mapping
is similar to a transcription in terms of broad phonetic classes,
but the type of information it contains is different from any
standard broad phonetic class description, and somewhat more
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precise. For example, the Hindi unaspirated voiceless retroflex
stop consonant /ú/, according to a standard broad phonetic
class description, should simply be labeled as an “unvoiced
stop.” In English, the category of “unvoiced stop” includes the
phonemes /ph ,th ,kh /. No English listener would ever hear a /ú/
and mis-transcribe it as /ph / or /kh /, however, so in that sense,
mismatched transcription is more precise than broad class
transcription. On the other hand, the lack of aspiration and the
retroflexion of /ú/ are confusing to English-speaking listeners,
therefore mismatched transcribers might write <t>, or <d>,
or <tr>, or even <dr> when they hear /ú/. In [22], we showed
that non-native transcribers transcribe consonants and vowels
with equal accuracy, on average, but that phonemes shared
by the two languages are transcribed with greater accuracy
than phonemes that are not shared. It has been demonstrated
that ASR trained using PT has better accuracy than a selftrained ASR for both Gaussian mixture [24] and deep neural
network [25] ASR, and that a large quantity of PT can improve
the accuracy of an ASR trained using a small amount of native
transcriptions [30] (Fig. 1).
B. Multi-task learning
We define multi-task learning to be the use of a shared set
of parameters that are trained to optimize the weighted sum,
or other combinations, of performance metrics from multiple
tasks. Trade-offs between performance metrics were first formalized by Neyman and Pearson [31], who traded off recall
vs. precision in the detection of a target. Thurun [32] noted
that humans optimize shared systems for the performance
of multiple tasks, and was one of several authors proposing
that neural networks should do the same; the term multi-task
learning (MTL) was proposed in 2002 [33]. MTL was first
used in speech recognition in 2003 [34], in a noise robust digit
recognition task. Given the observed noisy speech, the neural
network was trained to predict both the digit label and the
clean speech. In [35], MTL was applied for continuous phone
recognition by training three separate softmax layers, one for
context independent phonetic states, one for phone identity,
and one for phonetic context. Experiments on TIMIT showed a
consistent improvement was achieved by using MTL. In audiovisual speech recognition, applying MTL is a natural approach.
In [36], a two-softmax layer DNN was used for an audio-visual
ASR where one softmax layer is used for audio data and the
second one is for visual data. Shared-hidden-layer multilingual
DNN (SHL-DNN) introduced in [5] can be viewed as a variant
of MTL using a DNN with multiple softmax layers, one
for the phone or grapheme set in each of several different
training languages. Our MTL-DNN architecture is similar to
the SHL-DNN in [5]. However in our MTL-DNN, the input
contains audio features in the target language while the two
softmax output layers are used to predict target language
(matched) transcription and annotation language (mismatched)
transcription.
III. A LGORITHMS
There are two limitations of the process in Fig. 1. First,
the mismatched channel is probabilistic: the maximum a
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posteriori transcription is not guaranteed to be correct. Second,
the mismatched channel model is only trained using limited
parallel training data, i.e., audio with both matched and
mismatched transcriptions; since there is little such audio,
the channel model is under-trained. This paper proposes a
method to use mismatched transcription directly in a multitask learning (MTL) framework. Section III-A presents the
proposed MTL framework. Section III-B describes methods
that improve frame alignment for limited matched training
data in MTL. Section III-C presents the proposed mismatched
bottleneck features, improved input features for MTL.
A. Multi-task learning architecture
As shown in Fig. 2, a MTL-DNN acoustic model has
two softmax layers, one for matched transcription (audio in
language LX , transcription in LX ) and one for mismatched
transcription (audio in language LX , transcription in LY ).
LX → LX frame alignment is given by forced alignment,
using a GMM-HMM trained with limited LX → LX data as
in the conventional DNN training procedure.
To obtain frame alignment for the LX → LY transcription,
we introduce a GMM mismatched acoustic model trained
using the LX audio data but LY transcription (Fig. 3). This
type of mismatched acoustic modeling is new in this paper (it
has never been used in any previous paper about mismatched
crowdsourcing). It works as follows. First, LY transcriptions
are converted from graphemic to phonemic form using a
grapheme-to-phoneme transducer in LY (e.g., in LY =Pinyin,
for the experiments in this paper). Second, standard Kaldi
GMM-HMM training recipes are used to train an acoustic
model. Input to the recipe is the LX audio, and its corresponding LY phonemic transcription. After training, the GMM
mismatched acoustic model is used to do forced alignment
on the adaptation set to achieve frame alignment for DNN
training.
Georgian (LX)
senone alignment

Mandarin (LY)
senone alignment

Softmax 1

Softmax 2

Hidden layers

Input feature (LX)

Fig. 2: Multi-task learning DNN framework using both
matched and mismatched transcriptions.
In this paper, cross-entropy is used as the objective function
to train the MTL-DNN. Since we have two softmax layers,
two corresponding cross-entropy functions are used, they are
defined as follows.
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Fig. 3: Target language (Georgian - LX ) audio and mismatched transcription (Mandarin Pinyin - LY ) are used to
build the mismatched acoustic model.

Eq (1) for softmax 1 (target language - LX ):
XX
J1 = −
ŷ1i (t) log y1i (t)
t

(1)

i

where y1i (t) ∈ [0, 1] is the value of the ith output of the
softmax layer 1 at time t, ŷ1i (t) ∈ {0, 1} is the training label
at time t given by forced alignment of the matched GMM
acoustic model, and i is a target language triphone state
(senone).
Eq (2) for softmax 2 (source language - LY ):
XX
J2 = −
ŷ2k (t) log y2k (t)
t

(2)

k

where y2k (t) ∈ [0, 1] is the value of the k th output of the
softmax layer 2 at time t, ŷ2k (t) ∈ {0, 1} is the training label
at time t given by forced alignment of the GMM mismatched
acoustic model, and k is a source language triphone state
(senone).
In this paper, the MTL-DNN is trained to minimize the
following regularized [37] multi-task objective function.
J = (1 − β)p2 J1 + βp1 J2

(3)

where p1 , p2 are the priors of training data size for matched
and mismatched training data, respectively. p1 , p2 are added
to deal with data imbalance between two datasets. β is the
combination weight. When β = 0, the MTL-DNN becomes
a conventional DNN using only one target language softmax
layer.
After the MTL-DNN is trained using both matched and
mismatched transcriptions, the softmax layer for mismatched
transcription is discarded. We only keep the softmax layer for
matched transcription (target language) for decoding as in the
conventional single-task DNN.
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MTL framework. In this paper, we examine three types of
alignment for the matched transcription softmax layer in the
proposed MTL-DNN (Fig. 2) given by three different matched
GMM acoustic models.
1) GMM trained with limited matched target language
training data (ALI1).
2) GMM trained with limited matched training data after
applying probabilistic transcription (PT) adaptation [24]
(ALI2).
3) GMM trained with limited matched training data using
mismatched bottleneck features (ALI3).
The first alignment (ALI1) uses a GMM trained with a limited amount of matched transcriptions. The second alignment
(ALI2) uses a GMM trained by the same limited matched
transcriptions, plus a much larger database of mismatched
transcriptions. Mismatched transcription is converted from LY
orthography to a representation called a probabilistic transcription, which is defined to be a probability mass function over
candidate LX phone transcriptions, using the software PTgen [39]. Sufficient statistics for training a GMM are computed
using the standard Baum-Welch algorithm, but with each path
scaled by the probability of the corresponding transcription;
for equations, see [27]. For the second alignment approach,
we expect that if PT adaptation improves performance of
the GMM acoustic model, we can obtain better alignment
(ALI2) for MTL-DNN training. The third GMM trained using
mismatched bottleneck features (BNF) is presented in the next
subsection.
C. Mismatched bottleneck features
Recently, bottleneck features [40] have been used widely in
speech recognition and provide consistent improvements over
conventional features. Bottleneck features are generated using
a neural network with several hidden layers where the size of
the middle hidden layer (bottleneck layer) is very small. With
this structure, we can choose an arbitrary feature size without
using a dimensionality reduction step, independently of the
neural network training targets. In this paper, we introduce
mismatched bottleneck features generated by the mismatched
bottleneck feature DNN (BNF-DNN). As shown in Fig. 4,
the mismatched BNF-DNN uses mismatched transcription
directly as the output and the target language audio data as
the input. With this approach, we can utilize the larger set
of mismatched transcriptions to robustly train the BNF-DNN.
Note that frame alignment for the training data is given by the
GMM mismatched acoustic model in Fig. 3. Mismatched BNF
is expected to help the GMM provide better performance and
then better alignment for our MTL-DNN training. In addition,
mismatched BNF can also be used as the input features in the
MTL-DNN.

B. Alignments for the limited matched training data
In DNN training, frame alignment is an important factor.
In [38], a DNN acoustic model using alignment generated
by MPE-trained GMM achieved 0.4% higher phone accuracy
than those achieved using the ML GMM alignments. Our
hypothesis is that a better GMM can result in better alignment
for DNN training, which will benefit the performance of our

IV. E XPERIMENTAL S ETUP
In this work, we choose to investigate three spoken languages which are considered under-resourced: Vietnamese,
Georgian, and Singapore Hokkien. Vietnamese was chosen as
a representative for monosyllabic tonal languages. Vietnamese
is richer in phonological and tonal structure compared to
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Conversational Singapore Hokkien speech was collected
through oral history interviews. We interviewed 20 Singapore
Hokkien speakers, 10 male and 10 female. The interviewer
facilitated the recordings by asking questions about the interviewee’s life stories, such as how they met their spouses, how
they raised their children, and their interests. Each interview
was around 10 minutes, amounting to a total of 3.8 hours.
The oral histories were phonetically transcribed using the
same phonesets as in [44]. Tones were not transcribed due
to the lack of linguistic resources specifying the lexical tones
used in Singapore Hokkien. In addition, while native speakers
of Singapore Hokkien use lexical tones phonemically, tone
transcriptions are non-trivial for them.
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Fig. 4: Mismatched bottleneck feature DNN (BNF-DNN) is
trained using target language (LX ) audio and mismatched
transcription (LY ).

better-resourced monosyllabic tonal languages such as Mandarin, and its lack of consonant clusters is typical of other
Asian languages such as Japanese and Korean. Georgian, on
the other hand, is an Eastern European language known for its
long consonant clusters and possesses interesting peculiarities
such as ejective articulatory gestures and glottalization.
A. Speech audio data
The IARPA BABEL Vietnamese and Georgian corpora
provided in the context of the 2013 and 2016 NIST Open
Keyword Search Evaluation are used for our experiments. The
acoustic data are collected from various real noisy scenes and
telephony conditions.
In addition to Vietnamese and Georgian, we also chose to
examine a much more challenging case - Singapore Hokkien
- a spoken language that is extremely under-resourced without
a standard and formal written form. Singapore Hokkien is the
most commonly spoken Chinese language after Mandarin in
Singapore1 [42]. The language has its roots from the Amoy
region in Fujian Province China, but has since evolved within
Singapore’s unique multilingual and multicultural environment, due to influences from other local languages such as
Malay and English, to become unique from related dialects
such as Taiwanese Min Nan [43]. In Singapore Hokkien,
tone is phonemic (similar to Mandarin), and syllables have a
rigid phonotactic structure. The first small vocabulary speech
recognizer for Singapore Hokkien, trained using 45 hours
of read speech, is presented in [44]. This paper uses the
romanized Hokkien orthography that was designed in [44],
in which graphemes, digraphs and trigraphs representing nontonal phones are concatenated to form each syllable.
1 While colloquially Singapore Hokkien is referred to as a dialect, linguistically speaking, Mandarin, Hokkien/Min Nan, Cantonese, Teochew are
considered different languages that are mutually unintelligible with their own
phonemic, tonal, lexical, and syntactic structures [41].

In our experiments, Georgian, Vietnamese and Hokkien
are chosen as the under-resourced languages and Mandarin
speakers are chosen as non-native transcribers. We simulate
severe limitations on the amount of native transcription by
randomly selecting 0.2, 0.4 or 0.8 hour of transcription from
the 3-hour very limited language pack set (VLLP) for Georgian
and Vietnamese, or from the 1.3 hours of native-transcribed
Hokkien. Mismatched Transcription: Together, 10 hours of
Georgian and Vietnamese from the untranscribed portion and
3 hours of Hokkien from both transcribed and untranscribed
portions of the training data were chosen for mismatched
transcription. A total of 4 Mandarin transcribers were hired
from Upwork (https://www.upwork.com/), each in charge of
2.5 hours for Georgian and Vietnamese and 0.75 hour for
Hokkien. Each transcriber listened to short speech segments
in these three languages and, for each segment, wrote down
a transcription in the Pinyin alphabet that is acoustically
closest to what he thinks he heard. Each transcriber worked
for four weeks, and was paid weekly, after a researcher
reviewed the transcriptions. There were no specified accuracy
requirements since it is non-trivial to estimate the groundtruth
of mismatched transcriptions, and we expect the groundtruth
to be probabilistic in nature [22], [27]. But we found that
transcribers worked more carefully when they knew that their
transcriptions would be reviewed prior to being accepted.
To convert mismatched transcription to matched transcription, the language mismatched channel, p(Y |X), is modeled
as a finite memory process using a weighted finite state transducer (WFST). The mismatched channel represents the nonnative transcriber, who hears target language (LX ) phones,
X, and generates source language (LY - Mandarin Pinyin)
graphemes, Y ; the WFST is composed with a language model
p(X) and an inverse language model p(Y )−1 , inverted, and
pushed to compute p(X|Y ) [23]. The weights on the arcs
of the WFST are learned using the EM algorithm [45] to
maximize the likelihood of the observed training instances,
using, as training data, audio for which both matched and
mismatched transcriptions exist (three different WFSTs were
trained, using 0.2, 0.4, or 0.8 hour of matched transcription;
these are the same as the transcriptions used as training data
by the 0.2, 0.4, and 0.8-hour baseline systems whose results
are shown in Table I). The USC/ISI Carmel finite-state toolkit
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[46] is used for EM training of the WFST model and the
OpenFST toolkit [47] is used for all finite-state operations. The
Kaldi speech recognition toolkit [48] is used to build phone
recognition.
During the decoding process, a bigram phonetic language
model trained from the severely limited native transcription
is used. Performance of all the systems are evaluated in
phone error rate (PER) on 20 minutes extracted from the 10hour development set specified in IARPA Babel copora for
Georgian and Vietnamese, while the predefined evaluation set
for Singapore Hokkien was chosen to be 20 minutes of speech
with no code-switching.
C. Features and model parameters
A feature vector including 23 log-filterbank features and
3 pitch features (FBANK+F0) is extracted every 10 milliseconds, using a 25-millisecond analysis window. Acoustic
models are GMM with speaker adaptive training (SAT) and
DNN. With different training data sizes, different numbers of
parameters are used for the GMM. Specifically, the number of
senones/Gaussian mixtures are set to 200/1000, 300/2000 and
400/4000 for the case of 0.2, 0.4 and 0.8 hour of training data,
respectively. For mismatched acoustic models, the number
of senones/Gaussian mixtures are 1500/24000. For all DNN
acoustic models, a 4-hidden layer architecture is used with
1024 neurons in each layer. For DNN training, the “newbob”2
procedure is used with the initial learning rate of 0.008. The
batch size is 256. Momentum is not used, L1, L2 regularization
are not used.
V. E XPERIMENTAL R ESULTS
A. Baselines
In this subsection, we conduct several baselines which
include:
• Monolingual models: when only limited amounts of transcribed training data are available to train the acoustic
models.
• Semi-supervised learning [49]: uses the monolingual
model as the seed model. We use the same audio of the
adaptation set as in PT adaptation and proposed multitask learning (10 hours for Georgian and Vietnamese,
3 hours for Hokkien) however without any matched or
mismatched transcription.
• PT adaptation: uses probabilistic transcription to adapt
the monolingual GMM [24] and DNN [25] acoustic
models.
• Multilingual DNN training [5]: uses the similar paradigm
as the proposed multi-task learning. However instead of
using the same language audio with mismatched transcription, multilingual training uses the foreign (source)
language audio with matched transcription.
• Transfer learning [50]: is set up using mismatched transcription directly as in the proposed multi-task learning.
However, mismatched and matched transcriptions are
used sequentially instead of using simultaneously as in
the multi-task learning.
2 http://www1.icsi.berkeley.edu/Speech/faq/nn-train.html
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1) Monolingual models: We first investigate performance
of phone recognition when only limited amounts of transcribed
training data are available to train the acoustic models. The
first two columns of Table I show PERs given by the GMM
and DNN acoustic models for Georgian, Vietnamese and
Hokkien with different matched training data sizes. They are
also called initial or monolingual models. We can see that
for all three languages, when more training data are available,
PER reduces consistently. Using a DNN acoustic model results
in a small improvement over GMM, except the case of 0.2
hour Hokkien. One reason that Hokkien PERs are significantly
better than those of Georgian and Vietnamese is that, although
the Hokkien corpus is also conversational speech, it was
recorded directly using high quality microphones with higher
sampling rate versus using telephone channel as in Georgian
and Vietnamese. L1 and L2 regularization are also tested for
DNN training, but lead to no reduction in PER.
2) Semi-supervised learning: The purpose of this experiment is to compare with the proposed multi-task learning
method. Semi-supervised learning [49] uses the same audio
of the adaptation set (10 hours for Georgian and Vietnamese,
3 hours for Hokkien) however without any matched or mismatched transcription. The monolingual DNN model is used
as the seed model to decode the adaptation set to get the
ASR transcription. The top 10% of utterances with the highest
average word confidence scores are selected and added to the
original training data set. After that the GMM and DNN acoustic models are rebuilt. As shown in columns 3 and 4 of Table I,
semi-supervised learning provides some small improvements
for Hokkien, and Georgian (0.4, 0.8 hour). However, it does
not work for any of the Vietnamese experiments, or for the
Georgian experiment with 0.2 hours of training data. Similar
semi-supervised learning setups have been more successful
in experiments conducted by other authors (and in other
experiments we have conducted using other datasets); we
speculate that the failure of semi-supervised learning in the
experiments reported here might be caused by the poor quality
of the monolingual models, whose very high PER causes the
self-labeling process to be too noisy.
3) PT adaptation: To investigate the usefulness of mismatched transcription, we first convert mismatched transcription to probabilistic transcription (PT) and then use PT to adapt
the monolingual acoustic models (Fig. 1). Two adaptation
approaches are conducted:
•
•

GMM is adapted using MAP adaptation [24].
DNN is adapted by further training with probabilistic
transcription [25].

As shown in columns 5 and 6 of Table I, using PT adaptation
improves both the GMM and DNN acoustic models for all
cases. However, the improvement is not large except with 0.2
hour of Hokkien; in other cases, only around 1% improvement
is observed. Improvement limits may stem from high noise
and poor estimation of the mismatched channel, and hence
of the PT it generates. In Section V-B, we will show the
results given by our proposed multi-task learning framework
where mismatched transcription is directly used, without first
converting it to a PT.
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TABLE I: Phone Error Rate (PER %) given by different baseline systems and the proposed MTL with β = 0.41. Numbers in
parentheses at column 7 is the case of multilingual DNN uses more source language data i.e., 10 hours. ISO 639 codes of the
languages are given in parentheses in the first column.
Language
Georgian
(kat)
Vietnamese
(vie)
Hokkien
(nan)

Training data
0.2
0.4
0.8
0.2
0.4
0.8
0.2
0.4
0.8

hour
hour
hour
hour
hour
hour
hour
hour
hour

Monolingual
GMM
DNN
(1)
(2)
73.71
73.66
71.52
70.90
69.88
69.54
83.98
83.76
78.51
78.32
75.05
74.09
67.96
68.59
61.62
61.18
57.53
56.07

Semi-supervised learning
GMM
DNN
(3)
(4)
74.22
74.56
70.95
70.78
68.69
68.92
84.50
85.79
78.82
79.28
75.30
75.01
67.42
67.75
60.90
60.68
56.92
55.70

4) Multilingual DNN training: Shared-hidden-layer multilingual DNN (SHL-DNN) introduced in [5] can be viewed as
a variant of MTL using a DNN with multiple softmax layers,
one for senones of the target language, others for senomes of
other source languages. To make a fair comparison, we find
the source language as the annotation language in mismatched
transcription i.e., Mandarin. In addition, the source language
corpus needs to have a similar recording condition as the target
language corpus. AIShell [51] - an open Chinese Mandarin
speech database published by Beijing Shell Technology Co.,
Ltd is selected as the source language corpus for multilingual
training. The corpus contains 400 speakers from different
accent areas in China. Utterances are recorded in a quiet indoor
environment using high fidelity microphone and downsampled
to 16kHz. Hence our Hokkien corpus is the most suitable as
the target language3 . The AIShell corpus contains 170 hours
of speech, we randomly select two subsets from the AIShell
corpus i.e., 3 hours (same size as the Hokkien adaptation
set with Mandarin mismatched transcription) and 10 hours to
examine the effect of larger source language data size.
As shown in column 7 of Table I, using multilingual
DNN for Hokkien achieves a good improvement over the
monolingual DNN (column 2) when we have small amounts of
target training data i.e., 0.2 and 0.4 hour. Using larger data size
(10 hours) for Mandarin (number in parentheses) can obtain
even better performance. However, when the target training
data increase, i.e., 0.8 hour, using 3-hour Mandarin dataset
does not provide any improvement. A small improvement is
observed by using 10-hour Mandarin dataset.
5) Transfer learning using mismatched transcription:
Transfer learning is developed to transfer useful information
from one or more source tasks to a related target task [50].
It has been shown that transfer learning can significantly
improve performance especially when a small amount of data
is available in the target domain. In this subsection, we setup
transfer learning using mismatched transcription as in our
proposed multi-task learning. The experiment is conducted
as follows: a DNN mismatched acoustic model is trained
using target language audio with corresponding Mandarin
mismatched transcription. The frame alignment is provided
3 Multilingual DNN baselines were not performed for Vietnamese and
Georgian because we do not have access to sufficient conversational telephone
speech in Mandarin.

PT adaptation
GMM
DNN
(5)
(6)
72.16
71.67
69.94
69.74
68.75
68.70
83.29
82.04
77.94
76.82
74.38
73.28
64.99
64.72
61.24
60.20
57.17
55.41

Multilingual DNN

Transfer learning

Proposed MTL

(7)
65.66 (64.22)
58.92 (58.45)
56.43 (56.02)

(8)
72.01
69.35
68.25
81.90
76.19
72.30
64.82
57.89
54.70

(9)
70.85
68.50
67.57
81.36
75.29
71.29
64.10
57.15
54.20

by the GMM mismatched model as in Fig. 3. After DNN
training, the softmax layer is discarded and replaced by a
softmax layer of the target language as in the monolingual
DNN. The DNN with the new softmax layer is then retrained
with limited matched training data of the target language.
As shown in column 8 of Table I, by applying transfer
learning, we achieve significant improvement over monolingual DNN even when more matched training data are available
(the case of 0.8 hour). It shows the benefit of using mismatched
transcription directly. Transfer learning also outperforms other
baselines in Table I including semi-supervised learning, PT
adaptation, multilingual DNN.
In the next sections, experiments using our proposed multitask leaning approach using mismatched transcription are
conducted and compared to the baseline experiments listed
above.
B. Multi-task learning
Fig. 5 shows PERs given by the proposed MTL framework
for (a) Georgian, (b) Vietnamese and (c) Hokkien with different amounts of matched transcription, i.e., 0.2, 0.4 and 0.8
hour. Frame alignment for the matched transcription softmax
layer is provided by the monolingual GMM (column 1 of
Table I). The combination weight, β (Eq. 3) is varied from
0 to 0.8. When β = 0, this is the case of the conventional
monolingual DNN with only one matched data softmax layer
as shown in column 2 of Table I. When β = 0.5, the database
of matched transcription and the database of mismatched
transcription have equal total weight (Eq. 3). When β increases
from 0, we see that the MTL framework consistently improves
performance for all cases. PERs are saturated when β reaches
0.33 ∼ 0.41, meaning that optimal performance is achieved
when the entire mismatched training database has a weight that
is greater than zero, but less than the weight of the matched
training database. When β is larger than 0.5, PERs gradually
increase.
PERs given by the MTL at β = 0.41 are shown in the
last column of Table I. These results are not only better than
PER given by the monolingual GMM, DNN in columns 1, 2
of Table I but also better than PER given GMM and DNN
in semi-supervised learning in columns 3 and 4 of Table
I. Note that in this case, semi-supervised learning uses the
same amount of audio data of the target language as in the
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Fig. 5: Phone error rate versus combination weight β in the multi-task learning framework for (a) Georgian, (b) Vietnamese
and (c) Hokkien. (10 hours mismatched transcription of Georgian and Vietnamese and 3 hours mismatched transcription of
Hokkien are used in MTL.)

67.0
66.5
66.0
65.5

0 hr
0.5 hr
0.75 hr
1.0 hr
1.5 hr
3.0 hr

65.0

64.5
64.0
63.5

Chart Title

63.0
0.00

0.01

0.05

0.09

0.17

0.33

0.41

0.50

Combination weight (ɴ)

(b) Vietnamese

0.60

0.70

0.80

0.00

0.01

0.05

0.09

0.17

0.33

0.41

0.50

0.60

0.70

0.80

Combination weight (ɴ)

(c) Hokkien

Fig. 6: PER given by MTL with different mismatched transcription data sizes for the case of 0.2 hour matched training data
for (a) Georgian, (b) Vietnamese and (c) Hokkien.

MTL however without mismatched transcription. The proposed MTL is also consistently outperforms the PT adaptation
approach in columns 5, 6 of Table I although both the two
methods use the same amount of audio and mismatched transcription. It demonstrates that using mismatched transcription
directly in the MTL approach is a better choice than converting
mismatched transcription to probabilistic transcription (PT).
For Hokkien, we can see that the MTL approach is consistently better than multilingual DNN in column 7 of Table
I, even in the case the multilingual DNN uses much more
source language training data size i.e., 10 hours (numbers
in parentheses). The transfer learning approach which uses
the same amount of mismatched transcription is consistently
outperformed by MTL. It is proved by the fact that by applying
MTL, both information i.e., from matched and mismatched
transcriptions can be learned simultaneously instead of learned
sequentially as in transfer learning.
C. Effect of adaptation data size on MTL
In all experiments presented in Section V-A, V-B, 10 hours
mismatched transcription of Georgian and Vietnamese and
3 hours mismatched transcription of Hokkien are used for

PT adaptation and MTL. In this section, we investigate how
mismatched transcription data size affects MTL performance.
Fig. 6 illustrates the PER given by MTL using different
mismatched transcription data sizes. For all three languages,
we use only 0.2 hour of matched transcription. The mismatched transcription data size is varied from 0 to 10 hours for
Georgian and Vietnamese and from 0 to 3 hours for Hokkien.
When mismatched transcription is not used (0 hour), it is the
case of the monolingual DNN model as listed in column 2
of Table I (the case of 0.2 hour). PER drops consistently
when more mismatched transcription data are available for
MTL. When only 1 hour mismatched transcription data is
used for Georgian and Vietnamese, MTL provides a small
improvement over the monolingual DNN baseline. In contrast,
for Hokkien, using 1 hour of mismatched transcription, we can
achieve a significant improvement. One possible reason is that
both Mandarin and Hokkien are Sino-Tibetan languages, while
Vietnamese is from the Austroasiatic family, and Georgian is
a Kartvelian language.4
4 We have been unable to quantify the similarity of Mandarin and Hokkien
using any phonological measure. Distinctive feature, tonal, and phonotactic
distance measures tend to show that Vietnamese and Hokkien are more similar
to one another than either is to Mandarin.
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TABLE II: Phone Error Rate (PER %) given by different GMM acoustic models and MTL with different frame alignments
and input features. ISO 639 codes of the languages are given in parentheses.
Lang

Georgian
(kat)
Vietnamese
(vie)
Hokkien
(nan)

Training
data

0.2
0.4
0.8
0.2
0.4
0.8
0.2
0.4
0.8

hour
hour
hour
hour
hour
hour
hour
hour
hour

Monolingual
GMM
(ALI1)
(1)
73.71
71.52
69.88
83.98
78.51
75.05
67.96
61.62
57.53

PT-adapted
GMM
(ALI2)
(2)
72.16
69.94
68.75
83.29
77.94
74.38
64.99
61.24
57.17

Mismatched
BNF-GMM
(ALI3)
(3)
68.14
66.81
65.03
75.10
72.97
70.93
61.65
56.14
53.92

TABLE III: Vietnamese PER (%) given by DNN acoustic
model with different types of frame alignment.
Data size for
DNN training
0.2 hour
0.4 hour
0.8 hour

Alignment from GMM trained with
0.2 hour
0.4 hour
0.8 hour
83.76
80.93
77.07
78.32
75.46
74.09

D. Effect of frame alignment and feature on MTL
In the MTL experiments presented in Sections V-B and
V-C, frame alignment for the matched data output layer of the
MTL-DNN is provided by the monolingual GMM trained with
limited matched training data (i.e., the first column of Table I).
Our hypothesis is that better GMMs can result in better alignment for DNN training which will benefit the performance
of our MTL framework. Table III shows PER provided by
Vietnamese monolingual DNN models using different types
of alignment. The result shown on the main diagonal is the
conventional DNN, in which the GMM provides alignment,
and the DNN are trained with the same amount of training
data i.e., 0.2, 0.4 or 0.8 hour (column 2 of Table I, the case
of Vietnamese). In the first row of Table III, we use 0.2 hour
to train the DNN, however if the frame alignment is from the
GMM trained with more data such as 0.4 or 0.8 hour (better
GMMs), we can achieve significantly better results. This is
also true in column 2 when the DNN is trained using 0.4 hour
with frame alignment from the GMM trained using 0.4 hour
and 0.8 hour. This experiment indicates that frame alignment
generated by a better GMM results in better performance of
the DNN acoustic model.
Table I shows that by using PT adaptation for GMM, we
obtain consistent improvements over the monolingual GMM.
In Section III-C, we introduced mismatched bottleneck feature
generated by the mismatched BNF-DNN trained with the
source language mismatched transcription and target language
audio. We hypothesize that by using mismatched BNF, the
matched GMM acoustic model can achieve lower PER for the
case of limited matched training data, and thereby generate
better alignments for MTL-DNN. In addition, we also investigate whether we can use mismatched BNF as the input for
MTL-DNN.
The first three columns of Table II show PER given by
monolingual GMM, GMM with PT adaptation and GMM

Monolingual
(matched)
BNF-GMM
(4)
75.36
70.33
67.22
84.15
78.62
74.85
70.55
61.69
57.71

Multi-task learning
ALI1
(5)
70.85
68.50
67.57
81.36
75.29
71.29
64.10
57.15
54.20

ALI2
(6)
70.16
68.14
67.25
80.34
73.74
70.60
61.19
56.11
53.82

ALI3
(7)
67.75
66.37
64.69
74.85
72.21
70.18
58.87
55.41
53.66

BNF+ALI3
(8)
66.72
65.53
64.20
73.61
71.07
69.17
58.70
55.33
53.24

trained with mismatched BNF. We observe that mismatched
BNF-GMM achieves a significant PER reduction over GMM
with and without PT adaptation. For comparison, we also train
monolingual BNF-DNN to generate monolingual BNF, i.e., the
BNF-DNN trained with limited matched transcription of the
target language. The PER of the GMM using monolingual
BNF (column 4) is worse than that using mismatched BNF
(column 3). Our hypothesis is that with a larger amount of
mismatched transcription, we can train a more robust BNFDNN than using limited matched transcriptions. To verify
this hypothesis, we use different amounts of matched and
mismatched transcription to train the BNF-DNN. Fig. 7 shows
Hokkien PER given by the GMM acoustic model trained with
0.2 hour of Hokkien matched transcription using different
BNFs. The first point of the blue curve is Hokkien PER
(70.55%) using monolingual BNF when the same 0.2 hour of
matched transcription is used to train the BNF-DNN (column
4 of Table II, the case 0.2 hour of Hokkien). Assume we have
more matched training data to train the BNF-DNN while still
using 0.2 hour to train the GMM acoustic model, we achieve
a large PER improvement by improving BNF. The last point
of the red curve in Fig. 7 is Hokkien PER (61.65%) using
mismatched BNF generated by the BNF-DNN trained with
3 hours of mismatched transcription (column 3 of Table II,
the case 0.2 hour of Hokkien). All points in Fig. 7 use 0.2
hour matched data to train the GMM acoustic model; points
differ only in the data used to train the BNF-DNN. When less
mismatched data are used to train BNF-DNN, PER increases
consistently. If the same amount of data is used to train the
BNF-DNN, using BNF generated by BNF-DNN trained with
matched transcription can achieve 4% to 6% improvement
over BNF-DNN trained with mismatched transcription. We can
conclude that the better PER given by GMM using mismatched
BNF in column 3 of Table II over GMM using monolingual
BNF in column 4 is because the mismatched BNF-DNN uses
much more training data, i.e., 10 hours for Georgian and
Vietnamese and 3 hours for Hokkien.
Table II, columns 5, 6, 7 show PER given MTL-DNN using
three types of alignment: ALI1 from monolingual GMM, ALI2
from GMM with PT adaptation and ALI3 from GMM using
mismatched BNF. The combination weight β is simply set
to 0.41 for all cases. Better GMM (in term of PER) provides
better alignment and results in lower PER in MTL. The GMM
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VI. D ISCUSSION

76.0

Matched BNF

Phone Error Rate (%)

74.0

This paper demonstrates that using both matched and mismatched transcription to train the DNN acoustic model can
achieve a significant improvement over using either matched
transcriptions alone, or matched transcriptions with PT adaptation. This section first discusses the tradeoffs from a purely
economic point of view between matched and mismatched
transcription. After that we present some possible extensions
of this work that have not yet been effective, but that may
become effective in other experimental configurations.

Mismatched BNF

72.0

70.55

70.0
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66.0
64.0

61.65
62.0
60.0
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1.5

3.0

Training data for BNF-DNN (hour)

Fig. 7: Hokkien PER given by GMM acoustic model trained
with 0.2 hour of Hokkien training data using matched (monolingual) and mismatched bottleneck features. The BNF-DNN
is trained using different data sizes.

using mismatched BNF (column 3) achieves better performance than the monolingual or PT-adapted GMMs (columns
1 and 2), hence MTL using ALI3 (column 7) also achieves
better PER than MTL using ALI1 or ALI2.
Columns 5, 6, and 7 use the same input features for
MTL-DNN (i.e., FBANK+F0); they only differ in alignment.
Column 8 of Table II is the PER given by MTL when
mismatched BNF is used as the input of MTL-DNN, and when
alignment is provided by the GMM trained with mismatched
BNF (ALI3). With this configuration, we have a further gain
over column 7.
Fig. 8 illustrates the relative improvement of our best MTL
model (column 8 of Table II) over the monolingual DNN and
DNN with PT adaptation models (columns 2 and 6 of Table
I). It shows that by using Mandarin mismatched transcription,
we have more improvement when less target language training
data is used. The largest improvement is for Hokkien, followed
by Vietnamese and Georgian. All improvements in Fig. 8
are statistically significant at p < 0.001 (MAPSSWE paired
comparisons, sc stats tool, NIST scoring toolkit [52]).

16.0

Relative PER improvement (%)

10

MTL over the monolingual DNN

14.0

MTL over the DNN with PT adaptation
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10.0

8.0
6.0

4.0
2.0

0.0
0.2

0.4
Georgian

0.8

0.2

0.4
Vietnamese

Chart Title

0.8

0.2

0.4

0.8

Hokkien
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Fig. 8: Relative PER improvement (%) of the proposed MTL
over the monolingual DNN and DNN with PT adaptation.

A. Matched vs. mismatched transcription
This paper demonstrates that matched and mismatched
transcription, used jointly in an MTL framework, yield PER
lower than can be achieved with matched transcriptions alone.
Fig. 5 shows that 10 hours of mismatched transcription does
not give as much benefit as 0.4 hour of matched transcription, if fusion is performed using only multi-task learning.
Table II shows, however, that multi-task learning using 10
hours of mismatched transcriptions is able to take advantage
of bottleneck features (column 8) far better than a monolingual
recognizer trained using 0.8 hour of matched transcription
(column 4).
A number of studies have shown that mismatched tran1
the price of matched transcription.
scription is about 10
In this study, mismatched transcription cost US$300/audio
hour, while matched transcription cost Sing$4000 for 1.3
hours. In [53], mismatched transcription of Dinka audio cost
US$72/audio hour, while matched transcription cost US$700
per audio hour. Similar costs were tallied in the creation
of [54]. Matched transcription in an under-resourced language
is expensive, first, because there are few transcription jobs
available, therefore professional transcribers do not exist; and
second, because even native speakers of Hokkien (or Dinka)
are usually taught to read and write in Mandarin or English,
not in Hokkien, therefore even a native speaker finds native
transcription to be three or four times harder than transcription
of English.
If we wish to compare matched and mismatched transcription data at a 1:10 ratio, it is possible to select appropriate
entries from Table II to do so. For example, Hokkien ASR
with 0.4 hour versus 0.8 hour of matched transcription achieve
61.62% versus 57.53% PER (column 1), while an ASR with
0.4 hour of matched and 3 hours of mismatched transcription
achieves 55.33% PER (column 8).
On the other hand, it is not always possible to acquire
matched transcriptions in an under-resourced language, even
at 10× the price. The 1.3 hours of Singapore Hokkien data
described in this paper are, to the best of our knowledge,
the only transcribed spontaneous Hokkien speech data ever
collected: the Hokkien-speaking transcriber left her position
after transcribing 1.3 hours of audio, to take a more lucrative
and stable position doing a different type of work. The 53.24%
PER reported in Table II is therefore the best that can be
achieved using all of the transcribed spontaneous Hokkien
speech data that currently exist.
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B. Multi-task learning for bottleneck DNN
Experiments in previous sections show that mismatched
BNF (trained with mismatched transcription) is better than
matched BNF (monolingual BNF) for the case of limited
matched training data. It is natural to wonder whether multitask learning (MTL) can be used to train the BNF-DNN, i.e.,
by constructing an MTL-BNF-DNN with two softmax layers,
one for matched and one for mismatched transcription.
The multi-task objective function in Eq. (3) is used for
MTL-BNF-DNN. β = 0 is the case of monolingual (matched)
BNF-DNN; β = 1 is the case of mismatched BNF-DNN. Fig.
9 shows PER of the GMM acoustic model trained with 0.8
hour of Georgian matched transcription using BNF generated
by the MTL-BNF-DNN. The MTL-BNF-DNN is simultaneously trained using 0.8 hour of matched transcription and 10
hours of mismatched transcription. It seems there is no gain
when using matched transcription together with mismatched
transcription to train the MTL-BNF-DNN except the case:
β = 0.769. Perhaps, mismatched transcription is good enough
in terms of data size to train BNF-DNN (as shown in Fig. 7),
so that adding a small amount of matched transcription is not
helpful.
Table II shows that MTL is useful for the DNN acoustic
model, but Fig. 9 shows that it is not useful for BNF-DNN.
A possible explanation is that in the DNN acoustic model, we
must use the matched transcription softmax layer for decoding,
therefore the matched softmax is necessary; adding a 2nd
softmax layer for mismatched transcription helps the DNN
learn better because there is more mismatched than matched
data. In contrast, BNF-DNN is not used directly for decoding,
it is just used to generate the features, hence the matched
softmax layer is not necessary during decoding. When the
matched training data size is too small (e.g., less than 1 hour),
combining this small amount of matched transcription with
much more mismatched transcription (e.g., 10 hours) to train
the MTL-BNF-DNN is not efficient. Perhaps, when we have
more matched training data, e.g., a few hours, we may have
gain using MTL in BNF-DNN.
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C. Choice of source language for mismatched transcription
In all previous experiments, Mandarin transcribers are used
to generate mismatched transcription. Mandarin may be a reasonable choice for Hokkien and Vietnamese, because they are
phonotactically similar, e.g., there are no consonant clusters
in these languages. Georgian has consonant clusters, however,
so it’s reasonable to hypothesize that better mismatched transcriptions could be obtained from crowd workers who speak
a language with consonant clusters. To test this hypothesis,
we recruited 4 English listeners from Upwork to transcribe
10 hours of the Georgian adaptation dataset. We used the
same experimental setup as described in Section IV. The
last column of Table IV shows PER given by MTL using
English mismatched transcription. For comparison, Table IV
also lists the PER given the monolingual DNN and MTL
using Mandarin mismatched transcription. Note that, in this
case MTL uses alignment given by the monolingual GMM
(ALI1). Surprisingly, using English mismatched transcription achieves consistently worse PER than using Mandarin
mismatched transcription. Possibly, this is because English
transcribers have too many variations to represent a syllable
in the foreign language. To investigate this, phone matched
error rate (PMER) is estimated. PMER is computed by
comparing the mismatched transcription generated by source
language transcribers and mismatched transcription decoded
by the mismatched acoustic model, and is therefore a direct
measure of the consistency of source-language mismatched
transcriptions. No phonetic language model is used when decoding. For Georgian audio, PMER for Mandarin mismatched
transcription is 71.24% while PMER for English mismatched
transcription is much higher at 89.70% although the number of
phonemes in Mandarin and English are similar to each other,
34 phonemes for Mandarin and 37 phonemes for English. One
possible reason is that English transcribers are not as consistent
as Mandarin transcribers when transcribing Georgian audio.
Inconsistency may cause poor performance in MTL even
though, phonotactically, English is closer to Georgian than is
Mandarin.
TABLE IV: Georgian PER (%) given by monolingual DNN
and MTL with Mandarin (CMN) and English (ENG) mismatched transcription.

68.0

Matched BNF
67.5

Phone Error Rate (%)

67.0

Training data
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66.5
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MTL (ENG)
72.08
69.14
68.90

65.5
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64.0

Combination weight (ȕ)

Fig. 9: Georgian PER given by GMM acoustic model trained
with 0.8 hour of Georgian data using bottleneck features
generated by the MTL-BNF-DNN with different combination
weights, β.

In this paper, MTL-DNN with two softmax layers was
used, one for matched and one for mismatched transcription.
It is possible that MTL-DNN could consist of more than
two softmax layers, which would allow MTL-DNN to be
able to use different types of mismatched transcription, e.g.,
from multiple source languages simultaneously. Preliminary
tests were conducted that combined English and Mandarin
transcriptions of Georgian, but results were consistently worse
than using Mandarin transcriptions alone, apparently because
of the transcription inconsistency of English-speaking transcribers.
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D. Beyond phone recognition
This work concentrates on acoustic modeling of phonetic
categories, but it could potentially be extended to include
lexical tones (as in the case of tonal languages such as
Vietnamese and Singapore Hokkien). Lexical tone modeling
adds extra layers of complexity, given that its categorization is
more subjective and under-studied in nature, it increases the
number of model parameters to be estimated with minimal
linguistic resources, and many dialectal differences are often
embedded in variations of lexical tones, thus decreasing the
amount of available training data to be even less. Languages
like Vietnamese have shown to benefit speech recognition
and spoken keyword search when tonal features are exploited
[55], [56], so incorporating lexical tones could potentially be
fruitful.
Our efforts can also be extended to word recognition,
speech retrieval, topic modeling, or speech translation in future
research. There has been some work in spoken keyword
search using crowd-sourced mismatched transcriptions [57]
and in speech summarization using automatically generated
mismatched transcriptions [58], but it is possible that our
experience in this work using multi-task learning framework
could help leverage more information sources and contribute
to further improvement. Our proposed approach can also be
considered in dialogue modeling of under-resourced spoken
languages such as Hokkien, which is important for telehealth
applications for aging populations in developed nations like
Singapore.
VII. C ONCLUSIONS
We proposed a multi-task learning framework to improve
speech recognition for under-resourced languages. Specifically, the MTL-DNN acoustic model is simultaneously trained
using both a limited amount of native (matched) transcription
and a larger set of mismatched transcription. Experiments
conducted on the IARPA BABEL Georgian, Vietnamese and
Singapore Hokkien corpora showed that by using the proposed
method, we achieve significant improvements over monolingual baselines and previously proposed mismatched transcription adaptation techniques as well as other popular techniques
for under-resourced ASR including semi-supervised learning,
multilingual DNN, transfer learning. Moreover, we showed
that using better alignment generated by GMM with PT
adaptation and GMM using mismatched bottleneck feature for
MTL can significantly improve MTL-DNN performance.
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